Evaluation of a Cardiac Diagnostic Program in a Typical Clinical Setting

HAMISH S. F. FRASER, MBChB, MSC, WILLIAM J. LONG, PhD, SHAPUR NAIMI, MD

Abstract

Context: The Heart Disease Program (HDP) is a novel computerized diagnosis program incorporating a computer model of cardiovascular physiology. Physicians can enter standard clinical data and receive a differential diagnosis with explanations.

Objective: To evaluate the diagnostic performance of the HDP and its usability by physicians in a typical clinical setting.

Design: A prospective observational study of the HDP in use by physicians in departments of medicine and cardiology of a teaching hospital. Data came from 114 patients with a broad range of cardiac disorders, entered by six physicians.

Measurements: Sensitivity, specificity, and positive predictive value (PPV) were used. Comprehensiveness: the proportion of final diagnoses suggested by the HDP or physicians for each case. Relevance: the proportion of HDP or physicians' diagnoses that are correct. Area under the receiver operating characteristic (ROC) curve (AUC) for the HDP and the physicians. Performance was compared with a final diagnosis based on follow-up and further investigations.

Results: Compared with the final diagnoses, the HDP had a higher sensitivity (53.0% vs. 34.8%) and significantly higher comprehensiveness (57.2% vs. 39.5%, p < 0.0001) than the physicians. Physicians' PPV and relevance (56.2%, 56.0%) were higher than the HDP (25.4%, 28.1%). Combining the diagnoses of the physicians and the HDPs, sensitivity was 61.3% and comprehensiveness was 65.7%. These findings were significant in the two collection cohorts and for subanalysis of the most serious diagnoses. The AUCs were similar for the HDP and the physicians.

Conclusions: The heart disease program has the potential to improve the differential diagnoses of physicians in a typical clinical setting.

The observational study described here evaluated a new type of cardiac differential diagnosis program. The program was deployed in a clinical setting, and real cases were entered by the physicians who were caring for those patients. Rather than trying to assess the diagnostic accuracy of the Heart Disease Program (HDP) in isolation, the program’s diagnostic performance in matching the final diagnoses for each case was compared with the diagnostic accuracy of these physicians at matching the final diagnoses. This makes it easier to interpret whether a diagnostic performance measure represents improvement on the usual clinical ability of physicians, an approach advocated by Miller and Masarie and by Friedman and Wyatt. In effect, we measured whether the analysis of the data was more effective by the HDP than in the physicians’ heads. Final diagnoses were assigned by follow-up and chart review. A Web-based medical record interface was developed to facilitate data collection and display of results.

**Background: The Heart Disease Program**

The Heart Disease Program (HDP) was designed to assist physicians in diagnosing heart disease, particularly conditions leading to hemodynamic dysfunction and heart failure. The program is based on a model of cardiac physiology and pathophysiology developed within the assistance of three cardiologists. The knowledge base is organized as a causal network of relations including causal probability and temporal and severity constraints. The diagnostic algorithm handles this as a generalization of a Bayesian Belief Network, allowing it to reason in terms of the possible mechanisms causing the observed findings, including their temporal relationships and the severity of causes necessary to account for the findings. These features, unique to the HDP, allow the program to model the cardiovascular system more naturally than previous approaches and simplify the addition of medical knowledge.

To perform a diagnosis, the HDP first uses its input data to specialize the network to the patient, including setting the prior probabilities of relevant diseases (such as baseline risk of coronary artery disease) based on the demographic features of the case (Fig. 1). The program accounts for the findings by searching for paths through the network from primary causes. It puts together a series of hypotheses, which are consistent sets of such paths from one or more causes that account for all of the findings. From the probabilities in the network, the program computes overall probabilities for the hypotheses and orders them. The program then presents summaries of the most probable hypotheses as the differential diagnosis. The diagnoses used for the evaluation described in this paper are the causes and significant syndromic nodes in the hypotheses of the differential diagnosis (a mean of 11 per case). These diagnoses include information on the temporal characteristic of diseases such as whether valvular disease is acute or chronic. They include a mixture of etiologic and pathophysiologic diagnoses. The HDP provides detailed explanations of complex cardiac cases, including the underlying physiology and the role of different clinical findings, by describing the paths in a hypothesis (Fig. 2). The explanations indicate which items of clinical evidence support each diagnosis, allowing physicians to assess the strength of evidence. Details of the diagnostic algorithms are described elsewhere.

Over the last 15 years, the HDP has grown to cover a broad range of diagnoses in cardiology and includes diagnoses in several related areas of general medicine such as nephrology, hepatology, and pulmonology. The latter diagnoses are general categories rather than detailed analyses because they are intended to indicate the likelihood of noncardiac diagnoses requiring attention. The program is able to create differential diagnoses for any cardiac or cardiac-related problems and consider alternative causes of symptoms such as breathlessness, including asthma, lung cancer, and pneumonia. It is not currently designed to reason about conditions that do not share any signs and symptoms with diseases of the heart. It has undergone two previous evaluations in laboratory settings showing that performance was similar to that of cardiologists on cases collected and entered by a research fellow. However, significant differences of opinion among cardiologists assessing the diagnoses were noted, and the program had not been tested in a clinical setting.

To allow physicians to access the system on the hospital wards, Web-based input forms were developed. These allow case entry, diagnosis review, revision of cases to add or remove input data, and critique of the program over the Web. Clinical data can be entered in a layout similar to a standard clinical write-up including symptoms, past medical history, vital signs, physical examination, and relevant investigations. Once the initial Web form is
submitted, follow-up questions are returned to the physician asking, for example, about the timing and severity of symptoms or clinical examination findings. There may be up to two further short forms requesting more clarification before the case is complete. The additional forms are intended to simplify the Web pages and reduce extraneous detail. They are not part of the diagnostic process.

Methods: The Clinical Trial Design

Stead et al.29 have proposed a five-stage framework for the evaluation of medical informatics projects:

1. Problem definition.
2. Bench testing in the laboratory.
3. Early field trials under the direct control of the original investigator. This is to determine whether the system performs as designed in a realistic environment.
4. Field testing in new or unfamiliar settings.
5. Definitive study of the system’s efficacy during routine operational use.

Results here are from a prospective observational study (stage 3) designed to test in a field setting the diagnostic accuracy, ease of use by physicians, and the potential effect of the output of HDP on physicians’ decisions. The null hypothesis was that “the Heart Disease Program’s differential diagnoses are no different from those of the unassisted physicians.” This could be rejected if the HDP was significantly better or worse than the physicians on the metrics chosen. The trial was planned in two cohorts to allow any problems or deficiencies discovered in the first part to be corrected and the program tested with a second statistically valid sample. During the collection of each cohort, the knowledge base and inference mechanisms of the program were held stable as suggested by Miller et al.,30 Wyatt and Spiegelhalter,16 and others. However, the physicians in the second cohort were educated to record a fuller list of differential diagnoses, which may have affected their performance as discussed below.

To test the use of the HDP in a clinical setting, physicians entered their own patients’ clinical data via the Web interface. This approach gave straightforward access to the HDP from most of the computers used by physicians at the New England Medical Center, without requiring any special preparation for each computer. It also permitted monitoring of cases as they were entered. No personally identifiable data were transmitted over the Web.

The physicians who took part in this study were recruited from the medical staff at the New England Medical Center. Five were senior residents on the general medical or cardiology services, and one was an attending physician in primary care. These physicians received sufficient training to enter cases independently, and user support was available if they had any problems using the system (although they were required to enter all cases independently). This training took about 45 minutes. The physicians were requested to select patients for whom they were currently caring and for whom they might consult a diagnostic program. Patients had to have at least one of the following: breathlessness, peripheral edema or ascites, abnormal heart sounds or murmurs, or heart failure. Other cardiac problems such as myocardial infarction, which may be complicated by heart failure, were included. Case selection and entry were carried out by the participating physicians and were done entirely independently of the researchers. The intention was to expose the HDP to all the types of cases it might need to analyze rather than focus on only particularly complex or challenging cases as in some other studies.30,31

No patients were excluded from the study once entered due to being inappropriate, but in the few patients who had cardiac and noncardiac diseases (such as a tumor), only the cardiac diagnoses were analyzed. Appendix C shows diagnoses that were weighted 0 (available as an online data supplement at www.jamia.org). After each case was entered into the Web forms of the HDP, the physician completed another form detailing his or her diagnoses. Once that form was submitted, the analysis of the program was returned (so that the physicians did not see the diagnoses until they had submitted their own differential diagnosis). Finally, each participating physician completed a critique form in which he or she rated the usefulness of the program in the particular case.

To assess the diagnostic accuracy of a program, it is necessary to compare all the diagnoses for each patient with expert opinion or some other standard. Due to the significant differences of opinion between experts noted in previous studies, final diagnoses based on follow-up were used here. The clinical information contributing to the
diagnoses in each part of the study is shown in Figure 3 and the case data in Appendix B (available as an online data supplement at www.jamia.org). In addition to the physician's diagnosis (column 2) and the HDP diagnosis (column 3), each was assigned a final diagnosis (column 1) from detailed review of the relevant discharge summary or patient chart performed by one researcher (HSFF) at least two weeks after the patient was entered into the HDP. Further investigation and follow-up were carried out by the patient's usual clinical team, and these data were used for the study. Most of these patients were investigated extensively by the cardiology service so that objective data were available from cardiac investigations. At least one cardiac catheterization, echocardiogram, ventriculogram, or thallium scan was performed in 46 of the 49 cases in the first cohort and 53 of 64 cases in the second cohort. (More details can be found in Appendix A, available as an online data supplement at www.jamia.org.) Cardiac ejection fraction was measured in 70% of the second cohort. Standard diagnostic criteria were used where applicable (such as World Health Organization [WHO] criteria for myocardial infarction). Final diagnoses were defined prior to the analysis of the differential diagnoses of the HDP and the physicians.

**Analysis Methods**

All three sets of diagnoses were entered into a database using the same diagnostic codes as the HDP. There are 228 codes for 180 types of diagnoses and physiologic states, of which 62 categories were present in the study and used in the analysis (Appendix A). Because there may be multiple terms used for similar physiologic states of the cardiovascular system, a look-up table was created to match equivalent terms (Appendix C). For example, related general medical diagnoses such as "hypothyroidism," "treated hypothyroidism," and "myxedema" were grouped for analysis. The table included a severity score from 1 to 5 based on the clinical importance of each diagnosis, rated by consensus of two cardiologists prior to analysis (for example, aortic-sclerosis = 2, myocardial infarction = 5, see Appendices A and C). The score allowed subanalysis of diagnostic performance on the most serious diagnoses. It also allowed items in the diagnosis such as atrial stretch or other clinically less relevant physiologic states to be excluded from the analysis.

Sensitivity, specificity, and positive predictive value (PPV) apply to specific diagnoses such as myocardial infarction. They were calculated for each of the diagnoses that appeared in the cases. Overall performance was calculated as a mean value for all diagnoses and weighted for the number of occurrences of each (to adjust for the many infrequent diagnoses). Sensitivity, specificity, and positive predictive value (metrics similar to sensitivity and PPV and proposed by Berner et al.18), were calculated for each case. Comprehensiveness is the proportion of "correct" diagnoses suggested by the HDP or physicians. For example, if the comparison is between the HDP and the final diagnosis for a particular case, where the final diagnosis contains six diagnoses, three of which are present in the diagnosis of the HDP, then the comprehensiveness of the HDP is 3/6, i.e., 50%. Relevance is the proportion of HDP or physicians' diagnoses that are correct. For example, in the above comparison, if the HDP has ten diagnoses, three of which are present in the final diagnosis, then the relevance of the HDP is 3/10, i.e., 30%. These metrics give a good measure of overall performance, particularly in situations in which each type of diagnosis may be present in only a small number of cases or even just one18 (see Appendix A). In addition, comprehensiveness and relevance scores are calculated for each individual case; therefore, differences in scores can be compared using standard statistical tests. In comparing comprehensiveness and relevance scores for the HDP and the physicians, the null hypothesis is that the two scores for each case are the same. We, therefore, test whether the scores from one set of differential diagnoses (such as the HDP) are significantly different from the mean of the other scores (such as the physicians). We used the nonparametric Wilcoxon signed rank test because the data are not normally distributed. The JMP statistical package (SAS Institute Inc., Cary, NC) was used for the statistical tests. The calculation of these metrics has been described in detail in an earlier measurement study,32 which showed that comprehensiveness has a similar value to mean sensitivity and relevance a similar value to mean PPV for studies with multiple diagnoses per case.

To indicate the potential effect of the physician's use of the HDP, the diagnoses from the physician and the HDP were combined into one list (union of both lists). The diagnoses of the HDP, the physicians, and the combination were compared with the final diagnoses. To assess whether the scores of the HDP and the physicians were based on

---

**Figure 3.** Trial design illustrating the flow of clinical information. Note that the final diagnosis was based on the most clinical data, and the Heart Disease Program (HDP) received data only via the physicians.
different types or severities of diagnosis, the above analyses were repeated including only the most serious diagnoses (scores 4 and 5, Appendices C and D, online at www.jamia.org).

Creating ROC Curves from the HDP Output

Assessing the performance of a diagnostic tool using sensitivity and specificity has an important limitation. The sensitivity and specificity reported depend on the threshold used to determine correct and incorrect responses. One solution to this problem is to create a receiver operating characteristic (ROC) curve.33 This requires the generation of pairs of sensitivity and specificity values at different thresholds. The HDP labels each diagnosis with a pseudoprobability score normalized to the 0–1 range. All possible diagnoses for each case were filtered according to that score to generate several files of diagnoses at thresholds between 0 and 1 (this is equivalent to setting different thresholds for a numeric blood test result to determine whether a disease is present). The sensitivities and specificities compared with the final diagnosis were calculated for each disease present. Finally, mean sensitivity and mean specificity were calculated for each file. The resulting pairs of sensitivity and 1–specificity were plotted to create the ROC curve, and the area under the curve (AUC) was then calculated. This method has been described in detail.32 ROC curves can be created also for individual diagnoses if they are present frequently (not shown here).

In addition, the performances of physicians from the first and second cohorts were assessed by ROC curves. This was feasible because the second group of physicians were asked to give more complete diagnosis lists, which will tend to raise their sensitivity at the expense of specificity, thus representing a different point on the ROC curve.

Data Collection

Clinical data on 127 patients were entered in two cohorts of 60 and 67. Full follow-up information is available on 114 subjects with a mean age of 66 years (range, 29 to 91) and 40% women. Forty-nine of the first cohort had follow-up; the other 11 were not traceable due to difficulties in matching cases to hospital ID number (because identification data could not be sent over the Web). Using the secure hospital-mail system, 65 of 67 cases had follow-up in the second cohort. Six physicians, mostly senior medical residents, entered cases in the first cohort, three in the second, one contributed to both. A broad range of cardiac diseases was included in the cases. Items in the final diagnosis are listed in Appendix A and were based heavily on investigations.

Results

Table 1 shows the results of comparing the HDP and the physicians with the final diagnosis. The HDP had substantially higher sensitivity than the physician alone (53.0% vs. 34.8%), and its comprehensiveness was significantly higher than the physician (57.2% vs. 39.5%, p < 0.0001). Combining the HDP and physicians’ diagnoses further improved performance relative to the physician alone. These comparisons also were significant in both cohorts individually (p < 0.05 or better, Table 2). Values for specificity, PPV and relevance were higher for the physicians, associated with a lower number of diagnoses recorded by them (mean number of diagnoses for physicians, 2.0 first cohort, 4.1 second cohort; HDP, 10.7 and 11.2, respectively). In seven cases the physicians did not include any diagnoses on their differential list (see Appendix B). Reanalysis without these seven cases did not affect the statistical significance of the results (comprehensiveness of the physicians rose from 39.5% to 42.1%). Because these cases included a number of serious final diagnoses, they were kept in the study.

Table 3 shows the effect of a subanalysis to test whether the HDP performed well on the most important diagnoses (grades 4 and 5 using the weighting system described above and in Appendices A and C). This was intended to address the possibility that the higher comprehensiveness of the HDP was due to the inclusion of minor items in its diagnoses that were not thought significant by the physicians. The physicians maintained their performance, but the sensitivity and comprehensiveness of the HDP fell somewhat. The HDP was still significantly more comprehensive than the physicians alone (43.8% vs. 37.2%, p < 0.039), indicating that the physicians were missing some serious and potentially life-threatening conditions.

Figure 4 shows the ROC curve of the HDP compared with the final diagnoses. The AUC for the HDP is 70.1%. To assist in comparing the physicians’ lower sensitivity and higher specificity, with the range of possible sensitivities and specificities of the HDP, the physicians’ values for the first and second cohorts also are shown as an ROC curve. It is clear that their discrimination is very similar to the HDP (area under the curve was 68.4% physicians vs. 70.1% HDP), but their best sensitivity is lower than the usual output of the HDP (45.4% physicians vs. 54.5% HDP). Also plotted is the performance of the combination of the HDP and physicians, which gives slightly better discrimination than the program or physicians alone.

Table 1: Performance (%) Compared with the Final Diagnosis

<table>
<thead>
<tr>
<th></th>
<th>Sensitivity</th>
<th>Comprehensiveness</th>
<th>Specificity</th>
<th>PPV</th>
<th>Relevance</th>
</tr>
</thead>
<tbody>
<tr>
<td>HDP+physician</td>
<td>61.3</td>
<td>65.7</td>
<td>77.0</td>
<td>29.1</td>
<td>32.0</td>
</tr>
<tr>
<td>HDP</td>
<td>53.0</td>
<td>57.3*</td>
<td>75.6</td>
<td>25.4</td>
<td>28.1</td>
</tr>
<tr>
<td>Physician</td>
<td>34.8</td>
<td>39.5*</td>
<td>93.9</td>
<td>56.2</td>
<td>56.0</td>
</tr>
</tbody>
</table>

*p < 0.0001.
PPV = positive predictive value; HDP = Heart Disease Program.
A median of 95 clinical data items were entered per case (range, 59 to 151). Times of case entry and case analysis were recorded automatically. Median case entry time was 15.0 minutes, with 90% of cases entered in less than 26 minutes. The proportion of data in each part of the case also was measured. Assuming constant time per data item, physicians were estimated to spend a median of 5.04 minutes on history, 0.94 on vital signs, 2.52 on physical examination, and 6.14 on investigations. Table 4 shows results from the physician’s critique form filled in after each case. The seven “no help” cases in the first cohort include five in which the program did not initially run due to technical problems. Sixty-eight percent of cases in the second cohort had positive comments.

**Discussion**

These results show that the HDP had a sensitivity and comprehensiveness significantly greater than the physicians entering the cases when compared with the final diagnoses. Combining the diagnoses of the HDP and the physicians further improved sensitivity without significantly reducing specificity and should help to indicate the program’s potential impact. Miller suggests that the important question is “whether the clinician plus system is better than the unaided user with respect to the specified task or problem.” However, intervention studies are required to confirm the true effect of the HDP in practice.

It is important to note that more data were available at the time of final diagnosis (from chart review) than when the case was entered, likely causing an underestimate of the performance of the HDP and the physicians in this study. Despite this, the final diagnosis should provide the best measure of the patient’s true pathophysiologic state and correct for some of the variability seen when expert opinion is used as a standard for comparison. An earlier study looked at the performance of the HDP compared with the expert opinion of cardiologists. In that study, the cardiologists were asked to generate a differential diagnosis list based on reading the case summaries from the HDP (but blinded to both the diagnoses of the HDP and the final diagnoses). The results were very comparable with those in the current study, with the HDP showing significantly higher comprehensiveness than the physicians (58% vs. 34%, p = 0.001). This indicates that the physicians were missing many items that a cardiologist thought should have been in their differential diagnosis, even though the physicians had seen the patient and compiled the case description the cardiologists used.

The sensitivity and comprehensiveness of all diagnoses improved in the second cohort (Table 2). This was probably due in part to better data entry, with more clinical data entered in the second cohort, and also a fall in the mean number of final diagnoses from 5.5 to 4.5 (reason unknown).

| Table 2 | Performance Breakdown on the Two Separate Cohorts in the Study (%) |
|---------|-----------------|-----------------|-----------------|
|         | HDP & Physician | HDP Alone       | Physician       |
| Comprehensiveness of comparison with the final diagnosis | | | |
| First cohort | 58.5 | 52.9* | 19.4* |
| Second cohort | 70.1 | 60.4** | 53.7** |
| All 114 cases | 65.7 | 57.3*** | 39.0*** |
| Relevance for comparison with the final diagnosis | | | |
| First cohort | 33.6 | 32.0 | 49.5 |
| Second cohort | 28.1 | 25.0 | 59.6 |
| All 114 cases | 32.0 | 30.0 | 56.0 |
| *p < 0.0001; **p < 0.043; ***p < 0.0001. |

**Usability**

A median of 95 clinical data items were entered per case (range, 59 to 151). Times of case entry and case analysis were recorded automatically. Median case entry time was 15.0 minutes, with 90% of cases entered in less than 26 minutes. The proportion of data in each part of the case also was measured. Assuming constant time per data item, physicians were estimated to spend a median of 5.04 minutes on history, 0.94 on vital signs, 2.52 on physical examination, and 6.14 on investigations. Table 4 shows results from the physician’s critique form filled in after each case. The seven “no help” cases in the first cohort include five in which the program did not initially run due to technical problems. Sixty-eight percent of cases in the second cohort had positive comments.
The physicians showed the largest increase in comprehensiveness associated with a rise in the mean number of diagnoses entered from 2.0 to 4.1 between cohorts. This was probably due in part to requests to participating physicians to provide a broader differential diagnosis. Figure 4 shows this rise in sensitivity on the ROC curve and a suggestion that the discrimination of the physicians was also higher in the second cohort. It is not clear whether this represents more typical behavior for physicians or an improvement in clinical practice induced by the study. Sensitivity and comprehensiveness were emphasized in this evaluation more than PPV and relevance because the HDP was used to provide an initial differential diagnosis. In this situation, missing a diagnosis is more important than suggesting an incorrect diagnosis because the patient will normally go on to further investigation.

This study may be compared with an evaluation of the wider range of medical diagnoses covered by those programs. However, the HDP was tested with direct entry of data by physicians and more direct standards for comparison. A study by Elstein et al.14 looked at direct clinical data entry by physicians from patients with a variety of general medical problems. They found that Iliad had a sensitivity of 38% for the final diagnosis (based on follow-up and investigations as with this study), which is midway between the 43% for attending physicians and 33% for residents. Friedman et al.36 extended this work to assess the effect of two diagnostic systems, Iliad and QMR, on the diagnostic accuracy of physicians and medical students. They developed new metrics to assess the quality of diagnoses based on the presence and ranking of a diagnosis on a program's list. Their results showed that “correct diagnoses appeared in subjects' hypothesis lists for 39.5% of cases prior to consultation and 45.4% of cases after consultation...” with the program.37 However, this study was also performed in a nonclinical setting with precompiled cases. Moens19 evaluated the diagnosis program Al/Rheum with 1,570 patients seen consecutively in a rheumatology outpatient clinic. Sensitivity (weighted mean for all diagnoses) was 84% for definite diagnoses and 43% for probable diagnoses, compared with 53% here. Specificity was high at 98%. Moens' data came from forms filled in by specialist rheumatologists, rather than residents such as those participating in the current study. As the ROC curve in Figure 4 indicates, the HDP and the physicians had similar discriminations but markedly different balances between sensitivity and specificity. The lower specificity and PPV of the HDP should be offset in part by the detailed explanations given for each diagnosis (Figure 2), allowing the user to assess the credibility of the clinical data supporting each item.38-40 This dialogue between the physician and program is a key assumption in ethical approval of clinical decision support systems.41

Table 4: Physicians' Answers to Questions on the Critique Form Completed after the Heart Disease Program's (HDP's) Diagnosis Was Returned

<table>
<thead>
<tr>
<th>Response from the Physician about Each HDP Analysis</th>
<th>First Cohort</th>
<th>Second Cohort</th>
</tr>
</thead>
<tbody>
<tr>
<td>Solves a difficult diagnostic question</td>
<td>0</td>
<td>1 (2%)</td>
</tr>
<tr>
<td>Helpfully guides further investigations</td>
<td>11 (29%)</td>
<td>6 (13%)</td>
</tr>
<tr>
<td>Confirms your opinion</td>
<td>8 (21%)</td>
<td>18 (40%)</td>
</tr>
<tr>
<td>Organizes the data usefully</td>
<td>1 (3%)</td>
<td>7 (16%)</td>
</tr>
<tr>
<td>Suggests additional possibilities/ useful ideas</td>
<td>11 (29%)</td>
<td>12 (27%)</td>
</tr>
<tr>
<td>Not helpful</td>
<td>7 (18%)</td>
<td>1 (2%)</td>
</tr>
<tr>
<td>Total responses/cases analyzed</td>
<td>38/49</td>
<td>45/65</td>
</tr>
</tbody>
</table>

It should be noted that all the studies described here differed to a greater or lesser extent in the way data were collected and final diagnoses were defined, making precise comparison of results difficult. Better standardization of such studies would be helpful to improve our understanding of the strengths and weaknesses of the various programs. This could include sharing of test cases and evaluation metrics. There also are potential problems in analyzing differential diagnoses where multiple related diagnoses may be present in one patient. The function of the HDP is to help diagnose typical cardiology problems as seen in the acute medical unit or outpatient clinic, not just provide a major diagnosis label. Therefore, a combination of disease states and physiologic abnormalities often is the correct response for a case. Also, the patient often will have some known cardiac problems but present in an unstable state with one or more important changes or areas of decompensation. This makes it difficult to focus purely on major diagnostic categories and also means that multiple related diagnoses may be present in one patient, such as myocardial infarction and heart failure. Many of the diagnoses also overlap in that they have similar causes but differ in manifestations or severity or time course. To deal with this issue, we combined a number of the diagnoses that are very similar (such as hypertension and history of hypertension) in which the distinctions made by the program were unlikely to be made by the physicians. We were conservative in doing this and left many that overlap in one way or another. The consequence is that the relevance and PPV measures for the HDP suffer. That is, there are many diagnoses given by the program that are not included in either the physician's diagnosis or the final diagnosis, because the physicians probably did not think to make the distinction or that it was adequately covered by the diagnostic statements that were made. We also experimented with a score of 0.5 for partial matches between similar disease states such as septic shock and cardiogenic shock or aortic sclerosis and aortic stenosis. This increased the score of the HDP for comprehensiveness by approximately 2% from the figures shown in Table 1.

Giving physicians flexibility to enter cases in their own fashion is a powerful test of programs such as this and can lead to cases' being entered with insufficient or inaccurate data. Alternatively, the physicians may enter too many previously known diagnoses and, therefore, leave the clinical situation so well specified that meaningful measurement of diagnostic accuracy is not possible. Variations...
in the amount and nature of data entered on a particular patient may lead to problems with conflicting data. These differences seem to be due in part to the setting in which the patient is being seen and the severity of the suspected disease. Outpatients from the general medicine clinic tended to present differently from hospital inpatients and often had fewer investigations. In addition, the well-recognized variations in how doctors obtain and record clinical data caused many interesting problems. Physical examination was a particularly difficult issue because the program puts considerable weight on these data. The reporting of cardiac murmurs varied from the oversimple “systolic murmur” without qualification to detailed and accurate descriptions of character, location, radiation, presence of thrill, and effect of maneuvers such as deep inspiration. A more interactive interface such as that used by the Quick Medical Reference (QMR) could ensure higher quality data, but QMR may require one to four hours for entry of one case.31,42

There are a number of limitations to this study. First, most cases were entered by a group of five senior medical residents. To improve generalizability, it will be important to recruit a broader range of physicians, preferably at more than one site. Second case selection was performed by the physicians themselves. This made the study very challenging for the HDP with a wide range of diagnoses and patient types. Other studies have emphasized difficult cases that typically require a diagnostic consult,31 but we feel the case selection used here suits the HDP’s role of explaining what combinations of cardiovascular diseases and physiologic states account for the findings. Despite this, consecutive sampling techniques and the selection of some additional challenging cases may improve external validity.16

The use of the Web was crucial to performing this study but also had disadvantages. The original forms were quite limited in the organization of text and data entry boxes; it also was difficult to allow interactive questions. These limitations of the Web have largely been circumvented by recent technological developments. Early in the evaluation the program failed to return a diagnosis on six cases, generally because conflicting data had been entered. These cases were rerun after correction. The program was modified after the first cohort, which prevented most of these problems.

Probably the most important barrier to deploying a diagnostic program is having physicians enter “structured” data. Discussions with participating physicians indicate that these difficulties stem, in part, from lack of familiarity with the system, but particularly the time required to enter a case (median of 15 minutes). For routine clinical use, programs such as the HDP must be a positive boost to the quality and productivity of physician’s practice. It will be essential to integrate the program into a clinical network to download directly all available data on demographics, investigations, and possibly vital signs. The physician then could be presented with a basic summary of existing data and asked to add details of history and physical examination. Using the timings calculated from this study, such an automated system could potentially reduce case entry time to 5 or 6 minutes and perhaps save time by organizing the data. We also are experimenting with data collection directly from patients.

Conclusions

The performance of the HDP was encouraging on both cohorts and on considering only serious diagnoses. Further work will concentrate on improving the specificity and knowledge base of the HDP. The approach of having physicians enter cases directly over the Web in the course of their clinical work was shown to be an effective way of testing the effectiveness and usability of the system. Future assessments of diagnosis programs should include real data entered, or at least collected, by the physicians who will use the system and not rely purely on precompiled “teaching cases.” In addition, investigators should use standard metrics such as sensitivity, specificity, and ROC curve analysis or well-validated new metrics to allow studies to be compared and reproduced.

A definitive study of the performance of the HDP will require a randomized intervention trial measuring changes in physician diagnoses and management decisions and, ultimately, patient outcomes. Given the safety and cost implications of such studies, it is clearly important that the performance of a decision support program is well characterized in typical clinical settings first, as described here.

The HDP can be accessed over the Web and cases run at: <http://www.medg.lcs.mit.edu/projects/hdp/hdp-world.html>.

References


